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We develop SuperManim: a system that turns 
research papers into short, visually appealing and 
mathematically accurate animations generated with 
Manim python library, 3b1b’s animation engine. 

1) Compilation (generating valid Manim code that becomes a video)

Discussions & Future Research
Discussions:

 

Future Research: 
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1) Generate preference pairs for the same 
prompt using our small model

2) Human feedback label the preferred one / 
dispreferred one

3) Compute the DPO loss function:
4) Update the model policy

1. From 3948 slides, we prompt gemini-3-flash 
to generate manim code.

2. From those 3948 manim scripts, 735 compiled to 
a video. 

3. We use these 735 compiled manim scripts for 
SFT on Qwen2.5-coder-3B. 

SuperManim post-trained a 3B parameter Qwen model to generate compilable Manim scripts for 
short educational animations. The model was specialized using prompt engineering, supervised 
fine-tuning, and reinforcement learning from human preferences.
Prompt engineering and fine-tuning significantly improved compilation rate, but we observed a 
trade-off between compilation reliability and visual quality. Optimizing too strongly for 
compilation degraded the visual output.

To address this, we applied DPO focused on visual quality, which improved the animations. This 
suggests that alternating optimization for compilation and visual quality is important to train an 
effective specialized small model.

The project focuses on making a small language 
model (Qwen2.5-coder-3B     ) capable of producing 
reliable and visually meaningful animation code. To 
do so we used:

1) Prompt Engineering + SFT: improve compilation 
reliability

2) Direct Preference Optimization (DPO): improve 
both compilation reliability & visual quality 

The result is a lightweight model that can generate 
educational and mathematically accurate animations 
from scientific content!

1. Do not invent helper APIs 
2. Only use objects imported from Manim or 

defined in the script
3. Separate normal text from LaTeX expressions
4. Ensure that every animation call is valid

2)    Visual Quality

● Base: 3/120 = 2.5%

● V2: 2/97 = 2.1%

● V3: 6/103 = 5.8%

● V4: 15/100 = 15% 

● DPO: 30/128 = 23%

● RLHF: 33/130 = 25% 

With SFT, compilation rate improves 
as the model is progressively 

fine-tuned and prompt engineered:

2.5% → 15%

Metric 1: Pass@1

Step 1: Input a Research Paper
The pipeline starts with a research paper in PDF format: paper.pdf 

Step 2: Extraction (OCR)
● The PDF is processed using the Mistral OCR API to extract structured text from 

the paper.
● The extracted content is converted into a paper.md file, which contains a clean 

and structured version of the paper’s key sections.

Step 3: Slide Planning
● gemini-3-flash analyzes the structured paper and generates a slide plan: 

slides.json.
Each slide contains:
○ a concept
○ a goal
○ a voice narration
○ remarks describing the animation

Step 4: Manim Code Generation
● For each slide concept, the Qwen-3B model generates Manim Python scripts: 

slide.py  using the engineered prompt (prompt.py) and slide blueprint.

Step 5: Code Compilation & Final Output
● Each concept produces a short animation video explaining the idea visually: 

video.mp4
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Human Visual Preferences were evaluated based on: 
❖ Layout: avoid clutter
❖ Frame: keep elements in bounds

❖ Concept alignment: matches the idea

Clear improvement in visual quality 
based on human evaluation:

1)Richer Animations  
2)Cleaner Layouts   
3)Smoother Transitions  
4)Better Readability

 

                        Mean score: 2/10          Mean score: 6/10

Provide clear generation rules and constraints 
to guide the behavior when writing Manim 
code:

Prompt Engineering

Supervised Fine-Tuning (SFT)

Direct Preference Optimization

prompt.py

❖ Visual richness: meaningful animation

❖ Colors: clear and consistent

❖ Transitions: smooth and logical

Before DPO After DPO

Metric 2: Visual Quality Score (/10)

Goal: increase manim compilation rate (pass@1 & pass@8)

- This improved the compile rate (pass@1) of our 
small model from 2.5% to 15%, which is almost as 
good as gemini-3-flash, a much larger model.

- In multiple runs the compile rate is much higher: 
pass@8 after SFT is 62%.

- This gives us a baseline to generate preferences

With DPO and RLHF, compilation 
rate increases even more:

15% → 25%

Trade-off: Optimizing too strongly 
for compilation degrade the visual 
output → DPO for visual quality is 
applied on older model version (v4)

 
 

✅ ⚠

Validation set: 33 pdf papers 
from which around 100 slides 

where generated

Iterative Training 
Process with DPO + Group Relative Policy 

Optimization (GRPO)

Compare multiple 
outputs simultaneously: 
richer training signals

Alternate improvements in 
compilation reliability & 

visual quality. 

Metric 2: Pass@8

● V4: 125/201 62%

dispreferredpreferred

- Ask SFT model to generate 8 options for 
every slide

- Manually rank videos + prefer compiled 
options vs non-compiled options

- Generated 1358 preference pairs that were 
then used for DPO (and RLHF)

Goal: better compilation + better quality of visuals
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